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RWTHAACHEN
Why GPUs? UNIVERSITY

Theoretical GFLOP/s.
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Source: NVIDIA CUDA C Programming Guide Version 6.5
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CPU vs. GPU
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Caches
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DRAM DRAM
m small number of cores m large number of cores
m relatively large amount of m massive hardware
memory per core multithreading

® memory hierarchy power efficient

m small cache sizes, hide
latency by multithreading

Source: NVIDIA C Programming Guide Version 6.5, adapted
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GPUs in short - SIMT

1D grid

block

warp warp

§ 32 threads § § 32 threads §
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m partitioning into warps

B a3 warp executes one
common instruction at a
time

m full efficiency when all
threads of a warp take the
same execution path
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GPUs in short - Coalescing UNIVERSITY
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Sparse # Sparse UNIVERSITY

Source: Florida Matrix Collection (rdb450l, bcspwr05, GD98_c)
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Agenda

m Computey:=A-x
e X,y dense
e A sparse
e sparsity pattern: structured «~ unstructured

m GPU excels if
1. all threads of a warp follow the same execution path

2. data access is coalesced
3. load imbalance is avoided

Challenge: map potentially highly irregular matrices onto GPU archi-
tecture s.t. requirements 1. - 3. are met
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Diagonal Format UNIVERSITY
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Diagonal Format UNIVERSITY
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Diagonal Format UNIVERSITY
* % x 1 0 0 0 *x *x x
* ¥ x 0 4 5 0 *x x %
*x x x 00 6 7 * *x x
* x x 3 0 0 8 *x * x*
values:
offsets:
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Diagonal Format — Parallelisation

Yo 1 000 X0

i o 0 450 X1

v [0 0 6 7 X2

¥3 3 00 8 X3
values: [**x*x3] 1468 057 %1
offsets: [-301 1]
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Coordinate Format UNIVERSITY
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Coordinate Format UNIVERSITY
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row_indices:
col_indices:
values:
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Coordinate Format —
Parallelisation

Y0 1 000
i o 0 450
v |0 0 6 7
¥3 3 00 8
row_indices: [0 1122 3 3]
col indices: [ 012230 3]
values: [1456738]
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Coordinate Format — RWTHAACHEN
Parallelisation (2) UNIVERSITY
lane 01 2345670123456
row_indices [o 0o 01 11 2 2 2 2 2 3 3 4 4
local result [83 4 2 6 1 2 1 5 2 6 1 8 1 5 0

segmented reduction
sums [
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Summary Matrix Formats UNIVERSITY

DIA [ELL] [CSR] [HYB] COO

structured unstructured
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Outlook: Sparse Matrix-Vector

Product on CPUs
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m memory hierarchy — data locality
m reduce indexing overhead by tiling

m block matrix formats
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Summary

m Flavours of sparsity

- structured vs. unstructured

- different matrix format account for distinct sparsity patterns

- matrix formats discussed here: diagonal format, coordinate format
m Design goals for GPU programming

1. all threads of a warp should follow the same execution path

2. coalesced data access

3. work balance
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